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Problem Setup: Calibration as Optimization
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Standard calibration pipelines use Bayesian optimization (BO)
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Can we use Al to help us calibrate?

e Als can now “do things” in the real world (LLM + tool use)
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e Problem: LLMs become dumber as context grows (i.e., context rot).
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We can break long-horizon tasks into smaller chunks
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27. Only marginal, degenerate
gains -- Sigmas is the real lever.
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25. Also check OmegaO0 /
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state, and target spec first. 4. Clean:minimum found:
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- [ [ L
'5 22. Re-run: minimum narrows o
2 toward Sigma8 ~ 0.865. 37. Submit trial 2 to Slurm
'E:’ / I 7 — (job 21309386), detached.
o 4000 - 18. CAMB prefers Sigma8 above ._./
% 0.80 -- narrow sweep to 0.80-0.90. ’./
%) 5 I A—® 43. Hand-off: Sigma8 -> 0.865,
o 17. Baseline CAMB run: trial 2 launched and running.
ﬁ reduced chi2 = 27.4.
o 3000 A \ | I
—+
© 15. Decide to run a free CAMB =0
= sweep first -- costs no HPC budget.
o—
T
E
= 2000 -
8 29. Write the full CAMB analysis

to lab_notebook.md (1054 tok).
P
AN
1000 - 7. Pull trial 1's full per-bin A—E—0
result before proposing trial 2. \ ® Narration (agent's own reasoning)
—m-u-0 B Bash command
o [l = A" . . .
A A File /O (Read / Edit / Write)
0 - o—m—a—" —— cumulative tokens
I 1 1 1 1
0 10 20 30 40

step number in this call's reasoning trace




reduced y?2
Yy
=
L

[

o
o
1

converged band [0.5,1.5] —@— GP-BO -—l— LLM agent % converged run

reduced y?2

T T T T T T T

2 4 6 8 10 12 14 2 4 6 81012141618 2 4 6 8 10 12 0 4 8 1216 20 24 28 2 4 6 8 10121416

2 4 6 8 10 12 14 4 6 8 10 12
trial # trial # trial # trial # trial #

—
N
W
g
U'l-
o -
\"-
m_
Lo_
—
c
[
N
w
=
w
(o)}
\l_
N
S
(o2}
m-
-
(]
N

Rev. 07.31.2026



Questions?

Hit me up at t.chaipat@columbia.edu
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